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QUESTION 1

A large Telecom company wants to store data from multiple databases into Hadoop. They plan to do bulk loads of data
into Hadoop and run analytical queries. Which data store would be ideal for this scenario? 

A. Hive 

B. HBase 

C. BigSheets 

D. Apache Spark 

Correct Answer: B 

Reference: https://developer.ibm.com/recipes/tutorials/big-data-and-hadoop-on-ibm-cloud/ 

 

QUESTION 2

Which ONE of the following statements regarding Sqoop is TRUE? 

A. By default, data is compressed with Sqoop 

B. Sqoop can only read committed transactions from a source database, not uncommitted ones 

C. When performing parallel imports, Sqoop always uses the primary key column in a table as the splitting column 

D. When performing parallel imports, each degree of parallelism corresponds to a concurrent database connection 

Correct Answer: B 

By default, Sqoop uses the read committed transaction isolation in the mappers to import data. This may not be the
ideal in all ETL workflows and it may desired to reduce the isolation guarantees. The --relaxedisolation option can be
used to instruct Sqoop to use read uncommitted isolation level. 

Reference: https://sqoop.apache.org/docs/1.4.6/SqoopUserGuide.html 

 

QUESTION 3

Which one of the following is NOT provided by the SerDe interface? 

A. SerDe interface has to be built using C or C++ language 

B. Allows SQL-style queries across data that is often not appropriate for a relational database 

C. Serializer takes a Java object that Big SQL has been working with, and turns it into a format that BigSQL can write to
HDFS 

D. Deserializer interface takes a string or binary representation of a record, and translates it into a Java 

object that Big SQL can manipulate 
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Correct Answer: A 

 

QUESTION 4

In Hive, there are a few different storage file format that can be used. 

Which format allows data to be stored as a flat file consisting of binary key-value pairs? 

A. RCFILE 

B. ORCFILE 

C. TEXTFILE 

D. SEQUENCEFILE 

Correct Answer: A 

Reference: https://nxtgen.com/hadoop-file-formats-when-and-what-to-use 

 

QUESTION 5

Which one of the following file formats is optimal for querying tables with many columns and performing aggregation
operations such as SUM() and AVG()? 

A. Text 

B. Avro 

C. JSON 

D. PARQUET 

Correct Answer: C 

 

QUESTION 6

Which statement is TRUE concerning optimizing the load performance? 

A. You can improve the performance by increasing the number of map tasks assigned to the load 

B. When loading large files the number of files that you load does not impact the performance of the LOAD HADOOP
statement 

C. You can improve the performance by decreasing the number of map tasks that are assigned to the load and
adjusting the heap size 

D. It is advantageous to run the LOAD HADOOP statement directly pointing to large files located in the host file system
as opposed to copying the files to the DFS prior to load 

Correct Answer: A 
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Reference: https://www.ibm.com/support/knowledgecenter/en/SSCRJT_5.0.3/com.ibm.swg.im.bigsql.doc/
doc/bigsql_loadperf.html 

 

QUESTION 7

When indexing a Hive Table, which of the following is TRUE? 

A. Hive tables do not support indexes 

B. It increases query speed without the need for additional disk space 

C. It does not increase query speed but makes data insert/delete/update faster 

D. It increases query speed but requires additional processing time for data insert/update/delete and needs more disk
space 

Correct Answer: B 

Reference: https://acadgild.com/blog/indexing-in-hive 

 

QUESTION 8

When embedding SPSS models within InfoSphere Streams, what SPSS product must be installed on the same machine
with InfoSphere Streams? 

A. SPSS Modeler 

B. SPSS Solution Publisher 

C. SPSS Accelerator for InfoSphere Streams 

D. None, the SPSS software runs remotely to the Streams machine 

Correct Answer: B 

 

QUESTION 9

Which of the following statements about MapReduce is true? 

A. MapReduce source programs must be written in Java 

B. The output from MapReduce is one or more files stored in the DFS 

C. MapReduce programs always have four phases: Mapper, Shuffle, Combiner, and Reducer 

D. Intermediate files, sent from Map tasks to Reduce tasks, are replicated with the number of copies equal to the
number of Reducers 

Correct Answer: B 
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QUESTION 10

What command is used to find the version level of GPFS running on a particular Linux node? 

A. lslpp -ver \* 

B. list ver gpfs\* 

C. lslpp -l gpfs\* 

D. rpm -qa | grep gpfs 

Correct Answer: D 

Reference: https://www.google.com/url?
sa=tandrct=jandq=andesrc=sandsource=webandcd=3andved=2ahUKEwjKhrG7q_foAhXiVhUIHSizDyQQFjACegQIAxA
Bandurl=https%3A%2F%2Fwww.ibm.com%2Fdeveloperworks%2Fcommunity%2Fforums% 2Fatom% 2Fdownload%2F
Concepts_Planning_Installation.pdf%3FnodeId%3Df189c262-a09f-4ed0-991b3e702fafcad2andusg=AOvVaw32QxwHa
qCkUPwVyWiS01Cx (11) 

 

QUESTION 11

Which of the following Hadoop command flags are used to copy data to the HDFS? (Choose two.) 

A. cp 

B. put 

C. get 

D. copyToLocal 

E. copyFromLocal 

Correct Answer: DE 

Reference: https://www.ibm.com/support/knowledgecenter/SSPT3X_4.2.0/
com.ibm.swg.im.infosphere.biginsights.import.doc/doc/data_rest_shell.html 

 

QUESTION 12

Which of the following statements regarding Big SQL is TRUE? 

A. Big SQL doesn\\'t support stored procedures 

B. Big SQL can be deployed on a subset of data nodes in the BigInsights cluster 

C. Big SQL provides a SQL-on-Hadoop environment based on map reduce 

D. Only tables created or loaded via Big SQL can be accessed via Big SQL 

Correct Answer: B 
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Reference: https://books.google.com.pk/books?id=t13nCQAAQBAJandpg=PA3andlpg=PA3anddq=Big+SQL+can
+be+deployed+on+a+subset+of+data+nodes+in+the+BigInsights
+clusterandsource=blandots=RBbad0Xkelandsig=pMgmgDNLGUrkvOSXoVBj64xTMgkandhl=enandsa=Xandredir_esc
=y#v=onepageandq=Big%20SQL%20can%20be%20deployed%20on%20a%20subset%20of%20data%
20nodes%20in%20the% 20BigInsights%20clusterandf=false 

 

QUESTION 13

Which of the following statements are TRUE regarding the use of Data Click to load data into BigInsights? (Choose
two.) 

A. Big SQL cannot be used to access the data moved in by Data Click because the data is in Hive 

B. You must import metadata for all sources and targets that you want to make available for Data Click activities 

C. Connections from the relational database source to HDFS are discovered automatically from within Data Click 

D. Hive tables are automatically created every time you run an activity that moves data from a relational database into
HDFS 

E. HBase tables are automatically created every time you ran an activity that moves data from a relational database into
HDFS 

Correct Answer: CE 

Reference: https://www.ibm.com/support/knowledgecenter/en/SSZJPZ_11.3.0/
com.ibm.swg.im.iis.dataclick.doc/topics/hivetables.html 

 

QUESTION 14

To improve Big SQL query performance one should specify the INPUTFORMAT and OUTPUTFORMAT during which of
the following? 

A. SELECT statements 

B. When the file is initially stored in HDFS 

C. CREATE and ALTER table statements 

D. While the files are accessed in your program 

Correct Answer: C 

The Hadoop environment within the IBM?InfoSphere BigInsights Version 3.0 can read a large number of storage
formats. This flexibility is partially because of the INPUTFORMAT and OUTPUTFORMAT classes that you can specify
on the CREATE and ALTER table statements and because of the use of installed and customized SerDe classes. The
file formats listed here are available either by using explicit SQL syntax, such as STORED AS PARQUETFILE, or by
using installed interfaces, such as Avro. 

Reference: https://developer.ibm.com/hadoop/2014/09/19/big-sql-3-0-file-formats-usage-performance/ 
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QUESTION 15

How many Job Trackers can be found in a MapReduce v1 cluster? 

A. One per cluster 

B. One per data node 

C. One for each Mapper 

D. One for each Reducer 

Correct Answer: A 

Reference: https://www.cs.colorado.edu/~kena/classes/5448/s11/presentations/hadoop.pdf 
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