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QUESTION 1

You are designing a fact table named FactPurchase in an Azure Synapse Analytics dedicated SQL pool. The table
contains purchases from suppliers for a retail store. FactPurchase will contain the following columns. 

FactPurchase will have 1 million rows of data added daily and will contain three years of data. Transact-SQL queries
similar to the following query will be executed daily. 

SELECT 

SupplierKey, StockItemKey, IsOrderFinalized, COUNT(*)FROM FactPurchase WHERE DateKey >= 20210101

AND DateKey 1 unique values while others may end with zero values. 

2. 

Does not have NULLs, or has only a few NULLs. 

3. 

Is not a date column. Incorrect Answers: 

C: Round-robin tables are useful for improving loading speed. 

Reference: https://docs.microsoft.com/en-us/azure/synapse-analytics/sql-data-warehouse/sql-data-warehouse-tables-
distribute 

 

QUESTION 2

You have a data warehouse in Azure Synapse Analytics. 
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You need to ensure that the data in the data warehouse is encrypted at rest. 

What should you enable? 

A. Advanced Data Security for this database 

B. Transparent Data Encryption (TDE) 

C. Secure transfer required 

D. Dynamic Data Masking 

Correct Answer: B 

Azure SQL Database currently supports encryption at rest for Microsoft-managed service side and client-side encryption
scenarios. 

1. 

Support for server encryption is currently provided through the SQL feature called Transparent Data Encryption. 

2. 

Client-side encryption of Azure SQL Database data is supported through the Always Encrypted feature. 

Reference: https://docs.microsoft.com/en-us/azure/security/fundamentals/encryption-atrest 

 

QUESTION 3

You have an Azure Databricks workspace and an Azure Data Lake Storage Gen2 account named storage! 

New files are uploaded daily to storage1. 

Incrementally process new files as they are upkorage1 as a structured streaming source. The solution must meet the
following requirements: 

Minimize implementation and maintenance effort. 

Minimize the cost of processing millions of files. 

Support schema inference and schema drift. 

Which should you include in the recommendation? 

A. Auto Loader 

B. Apache Spark FileStreamSource 

C. COPY INTO 

D. Azure Data Factory 

Correct Answer: D 
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QUESTION 4

After you answer a question in this section, you will NOT be able to return to it. As a result, these questions will not
appear in the review screen. 

You have an Azure Storage account that contains 100 GB of files. The files contain rows of text and numerical values.
75% of the rows contain description data that has an average length of 1.1 MB. 

You plan to copy the data from the storage account to an enterprise data warehouse in Azure Synapse Analytics. 

You need to prepare the files to ensure that the data copies quickly. 

Solution: You convert the files to compressed delimited text files. 

Does this meet the goal? 

A. Yes 

B. No 

Correct Answer: A 

All file formats have different performance characteristics. For the fastest load, use compressed delimited text files. 

Reference: https://docs.microsoft.com/en-us/azure/sql-data-warehouse/guidance-for-loading-data 

 

QUESTION 5

HOTSPOT 

You have an Azure subscription that is linked to a hybrid Azure Active Directory (Azure AD) tenant. The subscription
contains an Azure Synapse Analytics SQL pool named Pool1. 

You need to recommend an authentication solution for Pool1. The solution must support multi-factor authentication
(MFA) and database-level authentication. 

Which authentication solution or solutions should you include m the recommendation? To answer, select the appropriate
options in the answer area. 

NOTE: Each correct selection is worth one point. 

Hot Area: 
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Correct Answer: 

Box 1: Azure AD authentication 

Azure AD authentication has the option to include MFA. 

Box 2: Contained database users 

Azure AD authentication uses contained database users to authenticate identities at the database level. 
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Reference: 

https://docs.microsoft.com/en-us/azure/azure-sql/database/authentication-mfa-ssms-overview 

https://docs.microsoft.com/en-us/azure/azure-sql/database/authentication-aad-overview 

 

QUESTION 6

You have an Azure Synapse Analytics dedicated SQL pool named Pool1 and a database named DB1. DB1 contains a
fact table named Table1. 

You need to identify the extent of the data skew in Table1. 

What should you do in Synapse Studio? 

A. Connect to the built-in pool and query sysdm_pdw_sys_info. 

B. Connect to Pool1 and run DBCC CHECKALLOC. 

C. Connect to the built-in pool and run DBCC CHECKALLOC. 

D. Connect to Pool! and query sys.dm_pdw_nodes_db_partition_stats. 

Correct Answer: D 

Microsoft recommends use of sys.dm_pdw_nodes_db_partition_stats to analyze any skewness in the data. 

Reference: 

https://docs.microsoft.com/en-us/azure/synapse-analytics/sql-data-warehouse/cheat-sheet 

 

QUESTION 7

After you answer a question in this section, you will NOT be able to return to it. As a result, these questions will not
appear in the review screen. 

You have an Azure Storage account that contains 100 GB of files. The files contain rows of text and numerical values.
75% of the rows contain description data that has an average length of 1.1 MB. 

You plan to copy the data from the storage account to an enterprise data warehouse in Azure Synapse Analytics. 

You need to prepare the files to ensure that the data copies quickly. 

Solution: You modify the files to ensure that each row is more than 1 MB. 

Does this meet the goal? 

A. Yes 

B. No 

Correct Answer: B 
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Instead convert the files to compressed delimited text files. 

Reference: https://docs.microsoft.com/en-us/azure/sql-data-warehouse/guidance-for-loading-data 

 

QUESTION 8

You have an Azure Synapse Analytics workspace named WS1 that contains an Apache Spark pool named Pool1. 

You plan to create a database named DB1 in Pool1. 

You need to ensure that when tables are created in DB1, the tables are available automatically as external tables to the
built-in serverless SQL pool. 

Which format should you use for the tables in DB1? 

A. CSV 

B. ORC 

C. JSON 

D. Parquet 

Correct Answer: D 

Serverless SQL pool can automatically synchronize metadata from Apache Spark. A serverless SQL pool database will
be created for each database existing in serverless Apache Spark pools. 

For each Spark external table based on Parquet or CSV and located in Azure Storage, an external table is created in a
serverless SQL pool database. 

Reference: 

https://docs.microsoft.com/en-us/azure/synapse-analytics/sql/develop-storage-files-spark-tables 

 

QUESTION 9

You have two fact tables named Flight and Weather. Queries targeting the tables will be based on the join between the
following columns. 

You need to recommend a solution that maximum query performance. What should you include in the
recommendation? 

A. In each table, create a column as a composite of the other two columns in the table. 
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B. In each table, create an IDENTITY column. 

C. In the tables, use a hash distribution of ArriveDateTime and ReportDateTime. 

D. In the tables, use a hash distribution of ArriveAirPortID and AirportID. 

Correct Answer: D 

 

 

QUESTION 10

DRAG DROP 

You have a table named SalesFact in an enterprise data warehouse in Azure Synapse Analytics. SalesFact contains
sales data from the past 36 months and has the following characteristics: 

1. 

Is partitioned by month 

2. 

Contains one billion rows 

3. 

Has clustered columnstore indexes 

At the beginning of each month, you need to remove data from SalesFact that is older than 36 months as quickly as
possible. 

Which three actions should you perform in sequence in a stored procedure? To answer, move the appropriate actions
from the list of actions to the answer area and arrange them in the correct order. 

Select and Place: 
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Correct Answer: 

Step 1: Create an empty table named SalesFact_work that has the same schema as SalesFact. 

Step 2: Switch the partition containing the stale data from SalesFact to SalesFact_Work. 

SQL Data Warehouse supports partition splitting, merging, and switching. To switch partitions between two tables, you
must ensure that the partitions align on their respective boundaries and that the table definitions match. 

Loading data into partitions with partition switching is a convenient way stage new data in a table that is not visible to
users the switch in the new data. 

Step 3: Drop the SalesFact_Work table. 

Reference: 

https://docs.microsoft.com/en-us/azure/sql-data-warehouse/sql-data-warehouse-tables-partition 
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QUESTION 11

Note: This question is part of a series of questions that present the same scenario. Each question in the series contains
a unique solution that might meet the stated goals. Some question sets might have more than one correct solution,
while 

others might not have a correct solution. 

After you answer a question in this section, you will NOT be able to return to it. As a result, these questions will not
appear in the review screen. You plan to create an Azure Databricks workspace that has a tiered structure. The
workspace 

will contain the following three workloads: 

A workload for data engineers who will use Python and SQL. A workload for jobs that will run notebooks that use
Python, Scala, and SOL. A workload that data scientists will use to perform ad hoc analysis in Scala and R. 

The enterprise architecture team at your company identifies the following standards for Databricks environments: 

The data engineers must share a cluster. 

The job cluster will be managed by using a request process whereby data scientists and data engineers provide
packaged notebooks for deployment to the cluster. 

All the data scientists must be assigned their own cluster that terminates automatically after 120 minutes of inactivity.
Currently, there are three data scientists. 

You need to create the Databricks clusters for the workloads. 

Solution: You create a Standard cluster for each data scientist, a Standard cluster for the data engineers, and a High
Concurrency cluster for the jobs. 

Does this meet the goal? 

A. Yes 

B. No 

Correct Answer: B 

We need a High Concurrency cluster for the data engineers and the jobs. 

Note: Standard clusters are recommended for a single user. Standard can run workloads developed in any language:
Python, R, Scala, and SQL. 

A high concurrency cluster is a managed cloud resource. The key benefits of high concurrency clusters are that they
provide Apache Spark-native fine-grained sharing for maximum resource utilization and minimum query latencies. 

Reference: 

https://docs.azuredatabricks.net/clusters/configure.html 

 

QUESTION 12
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You have an Azure Synapse Analytics dedicated SQL pool named pool1. 

You plan to implement a star schema in pool1 and create a new table named DimCustomer by using the following
code. 

You need to ensure that DimCustomer has the necessary columns to support a Type 2 slowly changing dimension
(SCD). 

Which two columns should you add? Each correct answer presents part of the solution. NOTE: Each correct selection is
worth one point. 

A. [HistoricalSalesPerson] [nvarchar] (256) NOT NULL 

B. [EffectiveEndDate] [datetime] NOT NULL 

C. [PreviousModifiedDate] [datetime] NOT NULL 

D. [RowID] [bigint] NOT NULL 

E. [EffectiveStartDate] [datetime] NOT NULL 

Correct Answer: AB 

 

QUESTION 13
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HOTSPOT 

You have an Azure Data Factory instance named ADF1 and two Azure Synapse Analytics workspaces named WS1 and
WS2. 

ADF1 contains the following pipelines: 

1. 

P1: Uses a copy activity to copy data from a nonpartitioned table in a dedicated SQL pool of WS1 to an Azure Data
Lake Storage Gen2 account 

2. 

P2: Uses a copy activity to copy data from text-delimited files in an Azure Data Lake Storage Gen2 account to a
nonpartitioned table in a dedicated SQL pool of WS2 

You need to configure P1 and P2 to maximize parallelism and performance. 

Which dataset settings should you configure for the copy activity if each pipeline? To answer, select the appropriate
options in the answer area. 

NOTE: Each correct selection is worth one point. 

Hot Area: 
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Correct Answer: 
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Box 1: Set the Copy method to PolyBase 

While SQL pool supports many loading methods including non-Polybase options such as BCP and SQL BulkCopy API,
the fastest and most scalable way to load data is through PolyBase. PolyBase is a technology that accesses external
data 

stored in Azure Blob storage or Azure Data Lake Store via the T-SQL language. 

Box 2: Set the Copy method to Bulk insert 

Polybase not possible for text files. Have to use Bulk insert. 

Reference: 

https://docs.microsoft.com/en-us/azure/synapse-analytics/sql/load-data-overview 

 

QUESTION 14

DRAG DROP 

You have an Azure subscription that contains an Azure Synapse Analytics workspace named workspace1. Workspace1
connects to an Azure DevOps repository named repo1. Repo1 contains a collaboration branch named main and a 
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development branch named branch1. Branch1 contains an Azure Synapse pipeline named pipeline1. 

In workspace1, you complete testing of pipeline1. 

You need to schedule pipeline1 to run daily at 6 AM. 

Which four actions should you perform in sequence? To answer, move the appropriate actions from the list of actions to
the answer area and arrange them in the correct order. 

NOTE: More than one order of answer choices is correct. You will receive credit for any of the correct orders you select. 

Select and Place: 

Correct Answer: 
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QUESTION 15

You have an Azure Synapse workspace named MyWorkspace that contains an Apache Spark database named
mytestdb. 

You run the following command in an Azure Synapse Analytics Spark pool in MyWorkspace. 

CREATE TABLE mytestdb.myParquetTable(EmployeeID int,EmployeeName string,EmployeeStartDate date)

USING Parquet 

You then use Spark to insert a row into mytestdb.myParquetTable. The row contains the following data. 

One minute later, you execute the following query from a serverless SQL pool in MyWorkspace. 

SELECT EmployeeIDFROM mytestdb.dbo.myParquetTableWHERE EmployeeName = \\'Alice\\'; 

What will be returned by the query? 

A. 24 

B. an error 

C. a null value 
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Correct Answer: B 

Once a database has been created by a Spark job, you can create tables in it with Spark that use Parquet as the
storage format. Table names will be converted to lower case and need to be queried using the lower case name. These
tables will immediately become available for querying by any of the Azure Synapse workspace Spark pools. They can
also be used from any of the Spark jobs subject to permissions. 

Note: For external tables, since they are synchronized to serverless SQL pool asynchronously, there will be a delay until
they appear. 

Reference: https://docs.microsoft.com/en-us/azure/synapse-analytics/metadata/table 
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