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QUESTION 1

You are creating a model to predict housing prices. Due to budget constraints, you must run it on a single resource-
constrained virtual machine. Which learning algorithm should you use? 

A. Linear regression 

B. Logistic classification 

C. Recurrent neural network 

D. Feedforward neural network 

Correct Answer: A 

 

QUESTION 2

Which of the following are examples of hyperparameters? (Select 2 answers.) 

A. Number of hidden layers 

B. Number of nodes in each hidden layer 

C. Biases 

D. Weights 

Correct Answer: AB 

If model parameters are variables that get adjusted by training with existing data, your hyperparameters are the
variables about the training process itself. For example, part of setting up a deep neural network is deciding how many
"hidden" layers of nodes to use between the input layer and the output layer, as well as how many nodes each layer
should use. These variables are not directly related to the training data at all. They are configuration variables. Another
difference is that parameters change during a training job, while the hyperparameters are usually constant during a job. 

Weights and biases are variables that get adjusted during the training process, so they are not hyperparameters. 

Reference: https://cloud.google.com/ml-engine/docs/hyperparameter-tuning-overview 

 

QUESTION 3

You are building new real-time data warehouse for your company and will use Google BigQuery streaming inserts.
There is no guarantee that data will only be sent in once but you do have a unique ID for each row of data and an event
timestamp. You want to ensure that duplicates are not included while interactively querying data. Which query type
should you use? 

A. Include ORDER BY DESK on timestamp column and LIMIT to 1. 

B. Use GROUP BY on the unique ID column and timestamp column and SUM on the values. 

C. Use the LAG window function with PARTITION by unique ID along with WHERE LAG IS NOT NULL. 
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D. Use the ROW_NUMBER window function with PARTITION by unique ID along with WHERE row equals 1. 

Correct Answer: D 

https://cloud.google.com/bigquery/docs/reference/standard-sql/analytic-function-concepts 

 

QUESTION 4

Which of these are examples of a value in a sparse vector? (Select 2 answers.) 

A. [0, 5, 0, 0, 0, 0] 

B. [0, 0, 0, 1, 0, 0, 1] 

C. [0, 1] 

D. [1, 0, 0, 0, 0, 0, 0] 

Correct Answer: CD 

Categorical features in linear models are typically translated into a sparse vector in which each possible value has a
corresponding index or id. For example, if there are only three possible eye colors you can represent \\'eye_color\\' as a
length 3 vector: \\'brown\\' would become [1, 0, 0], \\'blue\\' would become [0, 1, 0] and \\'green\\' would become [0, 0, 1].
These vectors are called "sparse" because they may be very long, with many zeros, when the set of possible values is
very large (such as all English words). 

[0, 0, 0, 1, 0, 0, 1] is not a sparse vector because it has two 1s in it. A sparse vector contains only a single 1. [0, 5, 0, 0,
0, 0] is not a sparse vector because it has a 5 in it. Sparse vectors only contain 0s and 1s. Reference:
https://www.tensorflow.org/tutorials/linear#feature_columns_and_transformations 

 

QUESTION 5

You operate a logistics company, and you want to improve event delivery reliability for vehicle-based sensors. You
operate small data centers around the world to capture these events, but leased lines that provide connectivity from
your event collection infrastructure to your event processing infrastructure are unreliable, with unpredictable latency.
You want to address this issue in the most cost-effective way. What should you do? 

A. Deploy small Kafka clusters in your data centers to buffer events. 

B. Have the data acquisition devices publish data to Cloud Pub/Sub. 

C. Establish a Cloud Interconnect between all remote data centers and Google. 

D. Write a Cloud Dataflow pipeline that aggregates all data in session windows. 

Correct Answer: B 

 

QUESTION 6

If you want to create a machine learning model that predicts the price of a particular stock based on its recent price
history, what type of estimator should you use? 
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A. Unsupervised learning 

B. Regressor 

C. Classifier 

D. Clustering estimator 

Correct Answer: B 

Regression is the supervised learning task for modeling and predicting continuous, numeric variables. Examples include
predicting real-estate prices, stock price movements, or student test scores. 

Classification is the supervised learning task for modeling and predicting categorical variables. Examples include
predicting employee churn, email spam, financial fraud, or student letter grades. 

Clustering is an unsupervised learning task for finding natural groupings of observations (i.e. clusters) based on the
inherent structure within your dataset. Examples include customer segmentation, grouping similar items in e-commerce,
and 

social network analysis. 

Reference: https://elitedatascience.com/machine-learning-algorithms 

 

QUESTION 7

Your company receives both batch- and stream-based event data. You want to process the data using Google Cloud
Dataflow over a predictable time period. However, you realize that in some instances data can arrive late or out of order.
How should you design your Cloud Dataflow pipeline to handle data that is late or out of order? 

A. Set a single global window to capture all the data. 

B. Set sliding windows to capture all the lagged data. 

C. Use watermarks and timestamps to capture the lagged data. 

D. Ensure every datasource type (stream or batch) has a timestamp, and use the timestamps to define the logic for
lagged data. 

Correct Answer: C 

 

 

QUESTION 8

An aerospace company uses a proprietary data format to store its night data. You need to connect this new data source
to BigQuery and stream the data into BigQuery. You want to efficiency import the data into BigQuery where consuming 

as few resources as possible. 

What should you do? 

A. Use a standard Dataflow pipeline to store the raw data in BigQuery and then transform the format later when the data
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is used. 

B. Write a shell script that triggers a Cloud Function that performs periodic ETL batch jobs on the new data source 

C. Use Apache Hive to write a Dataproc job that streams the data into BigQuery in CSV format 

D. Use an Apache Beam custom connector to write a Dataflow pipeline that streams the data into BigQuery in Avro
format 

Correct Answer: D 

 

QUESTION 9

You need to create a new transaction table in Cloud Spanner that stores product sales data. You are deciding what to
use as a primary key. From a performance perspective, which strategy should you choose? 

A. The current epoch time 

B. A concatenation of the product name and the current epoch time 

C. A random universally unique identifier number (version 4 UUID) 

D. The original order identification number from the sales system, which is a monotonically increasing integer 

Correct Answer: C 

 

 

QUESTION 10

What are two of the benefits of using denormalized data structures in BigQuery? 

A. Reduces the amount of data processed, reduces the amount of storage required 

B. Increases query speed, makes queries simpler 

C. Reduces the amount of storage required, increases query speed 

D. Reduces the amount of data processed, increases query speed 

Correct Answer: B 

Denormalization increases query speed for tables with billions of rows because BigQuery\\'s performance degrades
when doing JOINs on large tables, but with a denormalized data structure, you don\\'t have to use JOINs, since all of the
data has been combined into one table. Denormalization also makes queries simpler because you do not have to use
JOIN clauses. 

Denormalization increases the amount of data processed and the amount of storage required because it creates
redundant data. 

Reference: https://cloud.google.com/solutions/bigquery-data-warehouse#denormalizing_data 
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QUESTION 11

The YARN ResourceManager and the HDFS NameNode interfaces are available on a Cloud Dataproc cluster ____. 

A. application node 

B. conditional node 

C. master node 

D. worker node 

Correct Answer: C 

The YARN ResourceManager and the HDFS NameNode interfaces are available on a Cloud Dataproc cluster master
node. The cluster master-host-name is the name of your Cloud Dataproc cluster followed by an -m suffix--for example, if
your cluster is named "my-cluster", the master-host-name would be "my-cluster-m". 

Reference: https://cloud.google.com/dataproc/docs/concepts/cluster-web-interfaces#interfaces 

 

QUESTION 12

You create a new report for your large team in Google Data Studio 360. The report uses Google BigQuery as its data
source. It is company policy to ensure employees can view only the data associated with their region, so you create and
populate a table for each region. You need to enforce the regional access policy to the data. 

Which two actions should you take? (Choose two.) 

A. Ensure all the tables are included in global dataset. 

B. Ensure each table is included in a dataset for a region. 

C. Adjust the settings for each table to allow a related region-based security group view access. 

D. Adjust the settings for each view to allow a related region-based security group view access. 

E. Adjust the settings for each dataset to allow a related region-based security group view access. 

Correct Answer: BE 

 

 

QUESTION 13

You are building a model to make clothing recommendations. You know a user\\'s fashion preference is likely to change
over time, so you build a data pipeline to stream new data back to the model as it becomes available. How should you
use this data to train the model? 

A. Continuously retrain the model on just the new data. 

B. Continuously retrain the model on a combination of existing data and the new data. 

C. Train on the existing data while using the new data as your test set. 
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D. Train on the new data while using the existing data as your test set. 

Correct Answer: B 

https://cloud.google.com/automl-tables/docs/prepare 

 

QUESTION 14

You are deploying 10,000 new Internet of Things devices to collect temperature data in your warehouses globally. You
need to process, store and analyze these very large datasets in real time. What should you do? 

A. Send the data to Google Cloud Datastore and then export to BigQuery. 

B. Send the data to Google Cloud Pub/Sub, stream Cloud Pub/Sub to Google Cloud Dataflow, and store the data in
Google BigQuery. 

C. Send the data to Cloud Storage and then spin up an Apache Hadoop cluster as needed in Google Cloud Dataproc
whenever analysis is required. 

D. Export logs in batch to Google Cloud Storage and then spin up a Google Cloud SQL instance, import the data from
Cloud Storage, and run an analysis as needed. 

Correct Answer: B 

 

QUESTION 15

You are planning to migrate your current on-premises Apache Hadoop deployment to the cloud. You need to ensure
that the deployment is as fault-tolerant and cost-effective as possible for long-running batch jobs. You want to use a
managed service. What should you do? 

A. Deploy a Cloud Dataproc cluster. Use a standard persistent disk and 50% preemptible workers. Store data in Cloud
Storage, and change references in scripts from hdfs:// to gs:// 

B. Deploy a Cloud Dataproc cluster. Use an SSD persistent disk and 50% preemptible workers. Store data in Cloud
Storage, and change references in scripts from hdfs:// to gs:// 

C. Install Hadoop and Spark on a 10-node Compute Engine instance group with standard instances. Install the Cloud
Storage connector, and store the data in Cloud Storage. Change references in scripts from hdfs:// to gs:// 

D. Install Hadoop and Spark on a 10-node Compute Engine instance group with preemptible instances. Store data in
HDFS. Change references in scripts from hdfs:// to gs:// 

Correct Answer: A 
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